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Key Takeaways

Two critical zero-day vulnerabilities in Citrix NetScaler ADC and NetScaler Gateway, CVE-2026-88771

and CVE-2026-88772, are under active exploitation. Both carry a CVSS score of 9.5, and CISA added

both to its Known Exploited Vulnerabilities (KEV) catalog on September 27, 2026 with a September 30

deadline for federal civilian agencies [1][3][4]. Mandiant and Google Threat Intelligence Group (GTIG)

report that targeted intrusions began in early September 2026, before disclosure, and affected dozens

of organizations in North America and Europe across government, financial services, technology,

education, and legal sectors [1][2].

CVE-2026-88772 is a memory overflow in the appliance's handling of Datagram Transport Layer

Security (DTLS). It enables unauthenticated code execution as root, and DTLS is enabled by default on

VPN virtual servers [2][3]. In the intrusions Mandiant and GTIG analyzed, attackers followed exploitation

with two previously undocumented tools: WHIPSHOT, a PHP web shell disguised as a Debian package or

signature file, and SLAPSHOT, a Python TCP tunnel that links the appliance to internal hosts [1][2].

Three points deserve emphasis for defenders. First, patching alone does not remove an implant already

in place, so organizations that ran vulnerable builds during September should hunt for compromise and

rotate credentials rather than treat the upgrade as closure [2]. Second, the appliance sits where EDR

agents generally cannot run, so detection depends on appliance logs, configuration integrity checks, and

network telemetry [2]. Third, Mandiant expects broad, opportunistic exploitation by multiple actors in

the near term, which makes the window for action short [1].

Background

NetScaler ADC and NetScaler Gateway are widely deployed application delivery controllers and remote-

access gateways. They terminate VPN and ICA/HDX sessions and often integrate with LDAP, RADIUS,

TACACS, and SAML identity systems, so a compromised appliance holds credentials, session material,

and a network position inside the perimeter. That combination has made NetScaler a recurring target.

CSA recently covered CVE-2026-8451, the fourth "CitrixBleed" memory-overread flaw, which was

exploited within roughly 24 hours of disclosure in the SAML identity provider configuration [5].

© 2026 Cloud Security Alliance. AI-assisted Rapid Research. 3



The current campaign involves two flaws that Citrix addressed in a security bulletin covering CVE-2026-

88771 through CVE-2026-88778 [2]. CVE-2026-88771 is an improper input validation flaw that allows

an unauthenticated attacker to execute arbitrary commands, and it affects all NetScaler ADC and

Gateway deployments [3][4]. The Hacker News reports that CISA's description ties it to command

injection through a pre-authentication request to the /nf/auth/doAuthentication.do

endpoint, reaching a Perl script that processes crash data [4]. CVE-2026-88772 is a memory buffer

bounds error that can lead to remote code execution or denial of service, and it requires DTLS to be

enabled [3][4].

Public timelines differ slightly by source, and the differences matter for scoping exposure. Mandiant and

GTIG place the start of exploitation in early September 2026, with discovery in late September and

publication of their analysis on September 29 [2]. Tenable reports public disclosure on September 25

and 26 and initial patch availability on September 27 [3]. The Hacker News reports that GreyNoise

observed exploitation of CVE-2026-88771 beginning on September 28 [1]. Taken together, these

reports indicate that exploitation preceded disclosure by weeks, and one report indicates that broader

exploitation followed disclosure within days.

A later bulletin addition is also relevant. Tenable lists CVE-2026-88779, a memory overflow denial-of-

service flaw affecting SAML-configured deployments (CVSS 8.7), which it says was added to the KEV

catalog on October 4, 2026, with separate fixed builds released on October 3 [3]. Organizations that

patched in late September to address CVE-2026-88771 and CVE-2026-88772 should therefore

confirm they are on the later builds, as the table below shows.

Branch
Fixed build for CVE-2026-

88771/88772

Fixed build for CVE-2026-

88779

NetScaler ADC/Gateway

14.1

14.1-73.37 or later 14.1-73.41 or later

NetScaler ADC/Gateway

13.1

13.1-64.23 or later 13.1-64.28 or later

13.1-FIPS/NDcPP 13.1-37.279 or later 13.1-37.282 or later

12.1 and 13.0 No patch; end of life No patch; end of life

Sources: [3][4]. Tenable states that versions 12.1 and 13.0 have reached end of life with no patches

available [3].
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Security Analysis

The analysis below covers how the two flaws are exploited, what the post-exploitation tooling does once

it is on the appliance, how large the exposed population is, and why edge appliances keep appearing in

incidents of this kind. Where the public sources disagree, the differences are noted rather than resolved.

Exploitation Mechanics

According to Mandiant and GTIG, exploitation of CVE-2026-88772 uses malformed or fragmented

DTLS record headers sent over UDP port 443. These corrupt heap memory in the NetScaler Packet

Processing Engine (NSPPE) and divert execution to attacker shellcode running as root on the

appliance's FreeBSD-based operating system [2]. The attack leaves characteristic traces. Syslog records

show an SSL handshake failure with the reason "Handshake failure-Internal Error" for a DTLS v1.0 client,

and /var/log/messages  shows an NSPPE process exiting with orphan rings followed by the

pitboss  supervisor declining to restart it [2]. Mandiant describes these log pairs as an indicator of

DTLS exploitation [2]. Because the shellcode may not leave a file on disk, log evidence may be the

earliest available signal, although this is CSA's inference rather than a statement from the source.

CVE-2026-88771 exploitation appears quite different in practice. The Hacker News reports that

attackers submit Base64-encoded commands in the User-Agent header, with the commands editing

httpd.conf  to enable the PHP engine and deploy web shells [1]. Mandiant's analysis likewise

describes logs filled with Base64 payloads in the User-Agent field alongside repeated authentication

attempts, and reports that root persistence includes setting the SUID bit on /bin/sh  and restarting

the web server with a modified configuration [2]. Because the sources describe the two flaws and their

post-exploitation chain in somewhat different terms, defenders should treat the mapping of each

implant to a specific CVE as provisional.

WHIPSHOT and SLAPSHOT

WHIPSHOT is a PHP web shell that serves as the command-and-control front end. It extracts Base64-

encoded commands from HTTP request headers, returns a 404 status to blend into normal traffic, and

suppresses PHP error output [2]. Mandiant identifies the C2 headers HTTP_NSC_LDAP ,

HTTP_NSC_CLIENTTYPE , and HTTP_X_UX  (including numbered variants) [2]. The shell is

disguised in two ways. In one, the attacker adds an AddHandler  directive to httpd.conf  so that
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files with a .deb  extension in the Linux client-plugin directory are executed as PHP. In the other, an

AliasMatch  rule maps requests for /vpn/media/*.ico  to .sig  files that are likewise

executed as PHP [2]. A request for what looks like a static icon therefore runs attacker code.

SLAPSHOT is a Python tunneling tool launched through a one-line command that decodes and

executes a Base64 payload in memory. It binds to an ephemeral port on the loopback interface, records

the port in /tmp/.uxdport , and takes an exclusive lock on /tmp/.uxdlock  so that only one

instance runs [2]. WHIPSHOT communicates with SLAPSHOT over loopback, and SLAPSHOT forwards

arbitrary TCP streams to internal hosts using a length-prefixed JSON protocol with commands such as

open , push , pull , exch , close , and ping  [2]. The effect is that an HTTPS request to the

public gateway becomes a conduit into the internal network. Mandiant and GTIG report that the tunnel

was used in at least one intrusion for manual reconnaissance and credential theft [1][2].

Reports give two idle-timeout figures for SLAPSHOT. The Hacker News states it terminates after 10

minutes of inactivity [1], while the Mandiant write-up describes a 15-minute per-session idle timeout and

a separately configurable 10-minute exit setting [2]. These figures may describe different settings rather

than a true conflict. Either way, the short idle exit means the process may not be running when

responders arrive, so memory and process collection should begin early in an investigation. The sources

do not state whether this behavior was an intentional anti-forensic measure.

Scope, Attribution, and Exposure

The Hacker News reports 42,735 exposed NetScaler hosts and 323,527 web properties running the

affected software, based on Censys data as of September 28, 2026, with about 32 percent of hosts

(13,549) in the United States and 13 percent (5,678) in Germany [1]. Separately, The Hacker News

reports that Palo Alto Networks Unit 42 counts more than 50,277 publicly exposed instances as

potentially vulnerable [4]. These figures come from different scanning methodologies and should not be

added together. They do indicate that exposure is likely large relative to the number of confirmed

victims.

On attribution, the picture is not settled. Mandiant's published analysis does not attribute the activity to

a named threat actor and uses generic "threat actor" language [2]. What Mandiant does state is that it

expects broad and opportunistic exploitation by a variety of actors, including mass exploitation for

botnet recruitment and access brokering [1]. Defenders should therefore plan for both a targeted

espionage-style intrusion and commodity compromise on the same appliance.
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Why Edge Appliances Remain Attractive Targets

Mandiant notes that zero-day exploitation of edge appliances accounted for roughly half of enterprise

zero-days in 2025, and attributes their appeal to internet exposure, lack of EDR coverage, access to

stored credentials, and their role as a gateway into internal networks [2]. This incident fits that pattern,

and it follows similar edge-device events CSA has analyzed this year, including the SonicWall SMA 1000

chain, where attackers used appliances as a durable beachhead and harvested administrator credentials

and TOTP seeds [6]. In this report's assessment, the practical consequence is that patch speed is

necessary but insufficient. Organizations also need a way to verify the integrity of a gateway after the

fact, which many organizations may lack.

Recommendations

The recommendations are organized by time horizon. The immediate actions establish exposure and look

for signs of compromise, the short-term mitigations contain the consequences of a possible intrusion,

and the strategic considerations address why this class of appliance keeps producing incidents.

Immediate Actions

Organizations should first identify every NetScaler ADC and Gateway instance, including those managed

by other teams or hosted by third parties, and compare running builds against the fixed versions in the

table above. Appliances on 12.1 or 13.0 cannot be patched and need to be replaced or migrated [3].

Where patching cannot occur immediately, Mandiant recommends blocking inbound UDP 443 at an

upstream firewall, disabling DTLS where operationally feasible, and restricting management interfaces

from the internet [2][3].

Teams should then hunt for compromise on any appliance that ran a vulnerable build from early

September onward. Mandiant provides specific checks that translate directly into scripts [2]. Responders

should search /etc/httpd.conf  and /nsconfig/httpd.conf  for application/x-

httpd-php , php_flag , and AliasMatch  entries, and look for .deb  or .sig  files and PHP

content under /var/netscaler/gui/vpn/scripts/linux/  and related client-plugin

directories. They should also check for /tmp/.uxdport  and /tmp/.uxdlock  and for Python

processes executing Base64 payloads, confirm that /bin/sh  does not have the SUID bit set, and

review logs for DTLS v1.0 handshake failures that coincide with NSPPE crashes.
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Mandiant also published YARA rules for both implants and the configuration changes, and Citrix released

an IOC scanner [2]. If any indicator is found, CSA recommends treating the appliance as fully

compromised, since a patch alone does not remove an implant already in place.

Short-Term Mitigations

Because the appliance stores and processes credentials, a suspected or possible compromise warrants

revocation of active admin, Gateway, VPN, and ICA/HDX sessions. It also warrants rotation of NetScaler

admin credentials and SSH keys, LDAP, RADIUS, TACACS, and SNMP integration secrets, and TLS

certificates and private keys [2]. Network teams should apply egress controls from the appliance,

including blocking the outbound addresses Mandiant observed (143.198.7.94 and 157.254.167.12) and

denying outbound SMTP unless required [2]. Detections for the DTLS handshake-failure and NSPPE-

crash pair, httpd.conf  modification, and large 404 responses to /vpn/media/  requests can be

added to existing SIEM tooling, and Google has published matching rules for its Security Operations

platform [2]. Organizations on SAML configurations should also apply the October builds for CVE-

2026-88779 [3].

Strategic Considerations

Over the longer term, the repeated pattern of NetScaler exploitation points to a need for architectural

change rather than faster reaction alone. Management interfaces should be reachable only from

dedicated management networks, because internet-exposed administration widens the attack surface.

Remote-access appliances should be treated as high-value assets with out-of-band configuration

integrity monitoring, log forwarding to a system the appliance cannot alter, and a tested rebuild

procedure from known-good images. Internal segmentation should assume that the gateway can be

used as a pivot, since SLAPSHOT's purpose is exactly that. Finally, organizations should consider

whether DTLS and other optional protocol features that are enabled by default are needed, since

disabling unused features reduces the attack surface that zero-days can reach.

CSA has argued that AI agents lower the cost of vulnerability discovery, shifting the structural risk toward

remediation speed [7]. The sources reviewed provide no evidence that AI played a role in this campaign,

but if that trend holds, the interval between a flaw's existence and its exploitation could shorten for edge

infrastructure.
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CSA Resource Alignment

CSA's most directly relevant prior work is its rapid-research note on CitrixBleed Infinity (CVE-2026-

8451), which documented exploitation of a NetScaler flaw within about 24 hours of disclosure and noted

that NetScaler products have accumulated more than twenty entries in CISA's KEV catalog over three

years [5]. The present incident extends that picture from a memory-disclosure flaw in the SAML

configuration to pre-authentication code execution through DTLS and persistent implants. The earlier

note's emphasis on treating a vendor bulletin as a full patch set, rather than triaging one CVE, applies

here, given the separate October fixes for CVE-2026-88779 [3][5].

CSA's analysis of the SonicWall SMA 1000 zero-days is a useful comparison for the post-exploitation

phase. It describes attackers using an edge appliance as a durable beachhead, harvesting administrator

credentials and session material, and then authenticating directly to internal Active Directory without

reconnecting through the VPN [6]. The credential-rotation and segmentation guidance above follows

the same reasoning, and WHIPSHOT and SLAPSHOT supply a concrete tunnel-based variant of the

same strategy.

For control mapping, the Threat and Vulnerability Management (TVM) domain of CSA's AI Controls

Matrix (AICM) v1.1 is the natural fit for the asset inventory, patch timeline, and compromise-assessment

steps described above [8]. The Infrastructure Security and Identity and Access Management domains

cover the segmentation, management-plane isolation, and credential-rotation recommendations.

Organizations that use AICM as a superset of the Cloud Controls Matrix can apply these mappings to

appliances that front both traditional and AI-enabled workloads.
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